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Abstract— Achieving persistent autonomy requires unmanned surface vehicles (USVs) to be able to deal with a
wide variety of complex planning situations. In this paper,
we introduce a model-predictive, local trajectory planning
algorithm for USVs operating in congested and highly dynamic
traffic. The planner generalizes the Velocity Obstacle concept
to systems with non-linear dynamics, nonholonomic constraints,
and any form of low-level feedback controller. High planning
performance is achieved by searching in a resolution-adaptive
space of vehicle candidate motion goals for a motion goal
that optimizes the arrival time to a given global goal. The
algorithm gradually identifies, with increasing resolution and
focused sampling, an approximate representation of spatiotemporal obstacle regions. The sampling of motion goals can
be constrained to ensure the International Regulations for
Prevention of Collisions at Sea (COLREGs). We have carried
out experiments to demonstrate the practical feasibility of using
the planner on a 14-foot (4.3 m) long catamaran USV operating
in a harbor-like environment.

I. INTRODUCTION
Achieving persistent autonomy requires unmanned surface
vehicles (USVs) [1] to be able to deal with a wide variety
of situations and tasks [2], [3], [4], [5], [6], [7], [8]. For
example, the USV may have to transition from operating
in an open ocean to a crowded harbor. In these types
of environments, it will need to deal with a wide variety
of obstacles ranging from stationary piers to fast moving
vessels. Other boats in the environment are likely to be
driven by humans who may exhibit different driving styles
ranging from highly cautious to highly risky. The planner
has to be capable of dealing with these different situations
appropriately by accounting for collision risks. It needs to
utilize the knowledge of the USV’s maneuverability, enable
following the International Regulations for Prevention of
Collisions at Sea (COLREGs) [9], and ensure fast replanning.
In order to achieve long-term, persistent autonomy, it is
imperative to utilize an accurate, system-identified model
of the vehicle dynamics and a state feedback control law
in trajectory planning. However, high-fidelity, local planning that utilizes an expressive set of candidate maneuvers
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Fig. 1: a) Expanded set of motion goals in classical, uniform
sampling-based local planning and b) adaptive, non-uniform
sampling-based local planning introduced in this paper.

generated using the model and corresponding controller is
computationally demanding. This prevents the use of a short
sense-plan-control cycle to guarantee collision-free operation
on unmanned systems.
Very recently, techniques have been developed that aim
to address this challenge [10], [11], [12], [13] . However,
they either make simplifying assumptions about the vehicle’s
dynamics, do not have the capability to utilize advanced lowlevel control and rich sets of control actions in planning, or
do not consider constraints on control inputs.
In this paper, our goal is to address these assumptions
and still achieve high planning performance by searching in
a resolution adaptive space of candidate motion goals (i.e.
desired vehicle states). The developed planner generalizes
the Velocity Obstacle (VO) concept [14] to systems with
non-linear dynamics, nonholonomic constraints, and any
low-level motion control method. It computes a resolution
optimal motion goal that optimizes the time to reach a prespecified global goal, is guaranteed to be reachable by the
vehicle with its specific control, and respects COLREGs, if
needed. The computation is anytime in nature as it returns
the best possible motion goal within a given time limit.
The search for a motion goal starts with a small, low
resolution, regularly sampled, bounded search space consisting of motion goals and state space trajectories that lead to
these goals in the vicinity of the vehicle’s state. The resolution of this space is iteratively increased during the search
by expanding motion goals in the neighborhood of state
space trajectories that lead to motion goals with the current
known minimum cost. In this way, the algorithm gradually

discovers, with increasing resolution and focused sampling,
an approximate representation of spatio-temporal obstacle
regions in the state space. The algorithm also ensures the
dynamical feasibility of corresponding state trajectories and
maintains high replanning frequency through the use of a
meta-model of the vehicle dynamics and low-level controller.
The sampling is based on the history of detected collisions
from previous sampling iterations. The aim is to minimize
the number of samples for collision testing during the search
by focusing on promising regions only. The motion goals
are sampled non-uniformly along trajectories based on the
difference in curvature between their consecutive segments,
difference in surge speed, and the future projected poses of
dynamic obstacles. This saves computation, as a large number of states do not have to be evaluated for collision. Equally
important, the algorithm decides the extent of the look-ahead
for each expanded sampled trajectory in the adaptive search
space to save additional computational resources.
We have performed physical experiments with a 14-foot
(4.3 m) long catamaran USV that has a non-linear dynamics
and utilizes backstepping control [15] to demonstrate the
feasibility of using the planner in a realistic physical environment containing civilian vessels and static obstacle regions.
II. BACKGROUND AND RELATED WORK
In many recent applications, local obstacle avoidance is
usually based on the Velocity Obstacle (VO) [14], Inevitable
Collision State (ICS) [16], or Dynamic Window (DW) [17]
concepts. For example, in the marine robotics domain, VObased, COLREGs-compliant local obstacle avoidance was
introduced in [18] and integrated into NASA JPL’s CARACaS planning and control system. An extension of this work
that argues the need to consider the dynamics of the USV
in planning of robust obstacle avoidance maneuvers was
presented in [3]. A thorough review of planners compliant
with COLREGs can be found in [19].
In the past, there were several attempts [10], [11], [12],
[13] to incorporate vehicle kinematics and linearized dynamics into the computation of velocity obstacles. For example,
Wilkie et al. introduced the concept of Generalized Velocity
Obstacle (GVO) [10] that was further extended to LQRObstacles [11] to incorporate a LQR controller into planning.
Very recently, this algorithm was further extended in [13] to
take reciprocal avoidance maneuvers of other agents into account when computing velocity obstacles. Similarly, Berg et
al. [12] proposed a VO-based, reciprocal collision avoidance
planner that considers vehicle acceleration constraints.
The algorithm in this paper significantly extends the
approach published in [3] to carry out efficient planning in
the state space as opposed to the control space, similarly to
[11]. This has the advantage that the planner can adapt the
search space of all candidate maneuvers to environmental
constraints (e.g., static obstacles) and navigation rules (e.g.,
lane following while being COLREGs-compliant), and then
efficiently search in this constrained, well-posed space [20].
Moreover, the low-level controller has higher flexibility in
optimizing its behavior as it takes each motion goal (specified

by the desired geometric pose and surge speed of the USV)
as a higher-level control input [11], as opposed to only taking
the desired heading and speed objectives.
The latest work in non-uniform sampling based planning
includes [21]. The planning algorithm introduced in this
paper allows high performance planning through anytime
search and adaptive, non-uniform sampling of state-space
trajectories. It adaptively expands the boundaries of the explored state space, increases its resolution during the search,
and efficiently samples individual trajectories for collisions
with dynamic obstacles. The use of a meta-model of vehicle’s
dynamics and control in planning and the above mentioned
non-uniform sampling procedure allows the deployment of
the planner in real-world unmanned systems.
III. PROBLEM FORMULATION
Given,
(i.) the continuous state space X = Xη × Xψ × Xu × T in
which each state x = [η T , ψ, u, t]T consists of USV’s
position η = [x, y]T ∈ Xη , heading ψ ∈ Xψ about
the z-axis in the North-East-Down (NED) coordinate
system [22], surge speed u ∈ Xu , and the time t ∈ T ;
(ii.) the current USV’s state xU = [ηU T , ψU , uU , t]T ∈ X ;
(iii.) the bounded, discrete space of motion goals XG (xU ) ⊂
XG in the USV’s body frame;
(iv.) the meta-model m : Xu × XG × T → X of the USV’s
dynamics [3] and an associated low-level controller. The
model takes uU , xG , and the time t ∈ T as inputs
and returns a state x along a trajectory leading to xG .
The USV’s dynamics is defined as ẋU = fU (xU , uh ),
where the thrust and moment are produced by model
actuators that take uh as the control input. This control
input is determined by the controller hU (xU , uc , PU ),
where uc = [ud , ψd ]T is the control action and PU is
the set of controller parameters;
(v.) the estimated states Xd = {xo,l |xo,l ∈ X }L
l=1
of dynamic obstacles and their geometric profiles
{od (xo,l ) ⊆ R2 }L
l=1 ;
(vi.) the geometric profiles {os ⊆ R2 }K
k=1 of static obstacles;
(vii.) the global trajectory τG = {xτ,G,i }N
i=1 consisting of
waypoints to be followed;
Compute,
(i.) a high-level control input in the form of a motion goal
xG to track τG , while avoiding obstacles in COLREGscompliant way and minimizing the travel time.
IV. APPROACH
In this section, we present a computationally efficient,
local planning algorithm (see Alg. 1), which computes
trajectories that respect the vehicle’s dynamic constraints
and COLREGs. The algorithm developed searches in the
local space of dynamically reachable motion goals XG
(i.e., desired vehicle’s states) that is incrementally expanded
towards a given global goal xτ,G,j ∈ τG with increasing
resolution. The search terminates when either the allocated
computational time limit tc,T is reached, or all candidate
motion goals have been evaluated.

The motion goals are trapped in an underlying discrete
space of dynamically feasible state space trajectories T =
{τi |τi = {xi,j }j=N
j=1 , xi,j ∈ X } emanating from the current
state xU of the USV. The algorithm starts with motion goals
in an initial discrete set TI of sparsely sampled trajectories.
Each trajectory in this initial set is expanded for the maximum of te,T seconds. This set of trajectories is adaptively
sampled and expanded during the search to increase the
resolution of the search in its most promising regions (see
subsection IV-C). New motion goals are also added to XG
through adaptive sampling of individual trajectories based
on the difference in curvature between their consecutive
segments, difference in surge speed, and the future estimated poses of spatio-temporally distributed obstacles (see
subsection IV-D). The motion goals are evaluated using a
cost function defined in subsection IV-B. A new candidate
motion goal can be selected for execution if only the time
t and distance d to reach the goal is equal or greater than
user-specified thresholds th,T and dh,T , respectively. In order
to maximize the planning performance, the dynamics and
control of the USV are adaptively sampled and encapsulated
into a meta-model as described in subsection IV-A.
Algorithm 1 F IND M OTION G OAL(TI , O, tc,T , th,T , dh,T )
Require: The initial, low-resolution, uniformly sampled space of
state trajectories TI ⊂ T ; geometric profiles O = {os }K
k=1 ∪
{od (xo,l )}L
l=1 of static and dynamic obstacles, respectively; the
maximum allowed computation time tc,T , and time th,T and
distance dh,T horizons, respectively.
Ensure: A motion goal xG,best that optimizes the time to reach
a given global goal.
1: Q ← D ETERMINE N EXT S TATE(xG,i,1 , TI ) for all initial motion goals xG,i,1 ∈ XG,I contained in TI . Here, the cost of the
motion goals is computed using (1).
2: TU ← TI
3: while Q 6= ∅ AND tc ≤ tc,T do
4:
xG,i,j ← Q.F IRST()
5:
if c(xG,i,j ) < c(xG,best ) and t ≥ th,T and d ≥ dh,T then
6:
xG,best ← xG,i,j
7:
end if
8:
xG,i,j+k ← D ETERMINE N EXT S TATE(xG,i,j , TU )
9:
Compute cost c(xG,i,j+k ) using (1).
10:
Q ← xG,i,j+k if not in collision with obstacles O.
11:
{Q, TU } ← S AMPLE M OTION G OALS(T , TU , O)
12: end while
13: return xG,best

A. Meta-Model of USV14 Dynamics and Control
We precompute a meta-model m(uU , xG , t) of the
USV14’s dynamics and control [3]. The meta-model is represented as a 4D look-up table consisting of a discrete, finite set
XG of motion goals and corresponding state space trajectories T leading to these goals from the current USV14’s state
xU . Each state space trajectory τi ∈ T is discretized into a
finite number of motion goals (xG,i,1 , xG,i,2 , . . . , xG,i,n ),
where the time difference between consecutive goals is
defined by the parameter ∆t.
We utilize a backstepping controller [15] to forward
simulate the model of the USV14’s dynamics to generate

T . The meta-model is defined in the body frame of the
USV14. Hence, the only state variable that is varied during
the computation of the meta-model is the initial USV’s surge
speed u in addition to a motion goal xG .
B. Cost Function
The cost of sampled motion goals is computed as follows:
c(xG ) = ωtc + (1 − ω)tg + ccol,sof t + c¬COLREGs

(1)

Here, tc is the time to come to xG from xU , tg =
kxG − xτ,G k is the heuristic estimate of the time to go
to the global goal xτ,G of the trajectory τG , ω is the
weight to tune the breadth the of search, c¬COLREGs is
the cost penalty for breaching COLREGs, and ccol,sof t =
(ccol,sof t,T −ccol,hard,T )/dcol,sof t,T dCP A +ccol,hard,T is the
linearly varied cost penalty for being inside a soft collision
region around an obstacle. The upper bound of this cost
penalty ccol,hard,T is incurred if the state lays at the boundary
of the obstacle, i.e., when dCP A = 0. The lower bound of
this penalty ccol,sof t,T is incurred if the state lays at the
boundary of the soft collision region, i.e., when dCP A =
dcol,sof t,T . The penalty ccol,sof t = 0 if dCP A > dcol,sof t,T .
It is important to use the soft collision region to compensate
for the imprecisions in the system identified USV model as
well as motion uncertainties that are not considered when
computing the meta-model.
C. Adaptive sampling of state space trajectories
During the search, Alg. S AMPLE M OTION G OALS gradually increases the resolution of XG in the most promising
direction and prioritizes the search. It samples in the set of
state space trajectories T leading from xU to the boundary
of the search space, which results in TU ⊂ T . The terminal
motion goals XG,T ⊂ XG of these trajectories are uniformly
distributed on an arc with the central angle dα and the radius
dh (i.e., a distance horizon) from the USV (see Fig. 2).
The algorithm maintains a state space trajectory
τi,best ∈ TU that contains a motion goal xG,i,j with the
currently known minimum cost. It determines neighboring
groups of expanded (even partially) state space trajectories
TU,i−m and TU,i+n (vary in shape as well as speed) with
terminal motion goals that are geometrically positioned
to the left and to the right of the terminal motion goal
xG,i,T of τi,best (given the current resolution of TU ),
respectively. Given TU,i−m and TU,i+n , the algorithm
determines trajectories T(2i−m)/2 and T(2i+n)/2 with
terminal motion goals X(G,2i−m)/2,T and X(G,2i+n)/2,T
that are geometrically positioned in the middle between
the terminal motion goals of TU,i−m and τi,best , and
τi,best and TU,i+n , respectively. In the final step, the
initial motion goals with the arrival time and distance
up to the thresholds th,T and dh,T , respectively, of
the new trajectories are put onto the priority queue Q
if they do not collide with obstacles. More precisely,
XG,(2i−m)/2,j is computed in which each xG,(2i−m)/2,j ←
D ETERMINE N EXT S TATE (xG,(2i−m)/2,j , TU ).
Similarly,

Fig. 2: Adaptive sampling of the space of state trajectories.
The expanded parts of the trajectories and motion goals are
marked as black.

Fig. 3: Adaptive sampling of a state space trajectory.

XG,(2i+n)/2,j is computed. The cost of each motion goal in
both the sets is computed using (1).
The time horizon of individual state space trajectories is
decided during the search (see IV-D). This allows the system
to find a balance between the extent of deliberation and
reactivity in planning. In addition, if required, the new trajectories are not considered in future searches if they lead to
a COLREGs-breach region (see [3] for a detailed description
of determination of COLREGs-compliant maneuvers).
D. Adaptive sampling of a state space trajectory
We also sample the space of motion goals XG along
partially expanded state space trajectories TU leading from
xU to terminal motion goals XG,T as implemented by Alg.
D ETERMINE N EXT S TATE. The motion goals of τi ∈ TU
are sampled based on their spatio-temporal proximity to
obstacles as well as the difference in heading of the vehicle at
consecutive goals. This saves computation time as the motion
goals of straight trajectory segments or the ones that will not
lead to collisions are skipped during sampling (see Fig. 3)).
More precisely, the algorithm returns the next sampled
motion goal xG,i,j+k from the motion goal xG,i,j along
a state space trajectory τi when either 1) the delta time
threshold δt is exceeded when moving between the motion
goals, 2) the terminal motion goal xG,i,T is reached, 3) the
global motion goal xτ,G,j is reached, or 4) the difference

in heading ψ of the vehicle at xG,i,j and the heading at
xG,i,j+k exceeds the threshold δψ . For the last condition,
we define a function n(xG,i,j ) which returns the next motion
goal xG,i,j+k along the trajectory τi if δψ is exceeded. We
represent this function as a look-up table and precompute it
along with the meta-model.
In addition, a new, backtracked motion goal xG,i,p is
determined when there is a collision, i.e., the minimum
distance dCP A,min at the closest point of approach (CPA)
between the USV and time-projected obstacles along the
trajectory segment connecting xG,i,j and xG,i,j+k is below
a user-specified safety threshold.
In order to compute dCP A for a single obstacle, the time
to CPA, tCP A , is computed first. The algorithm computes
the quadratic discriminant D = (2(ηU,o · vU,o ))2 − 4(vU,o ·
vU,o )((ηU,o · ηU,o ) − (rU + ro )2 ). Here, if D < 0, the USV
does not collide with the obstacle and tCP A = −2(ηU,o ·
vU,o )/(2(vU,o · vU,o )). The time to CPA tCP A remains the
same for the case when the USV collides with the obstacle at
a single point, i.e., D = 0. If D > 0, tCP A = min{t0 , t1 },
where t0 and t1 are the roots of a quadratic equation with the
discriminant D. Here, vU,o = vU −vo , where vU and vo are
velocity vectors of the USV and obstacle, respectively, and
the term ηU,o = ηU −ηo . The USV and the obstacle intersect
at any time in the future if only D ≥ 0 and tCP A ≥ 0.
If tCP A < 0, then the distance between their trajectories
increases and CPA has already occurred at some time in
the past. In order to achieve fast collision detection, we
approximate the USV and the obstacle with a circle of a
radius rU and ro , respectively. We approximate the static
obstacle region Os by circular regions with radius rs .
We then compute the minimum distance dCP A,min =
mino∈O dCP A,o = kηU (tCP A ) − ηo (tCP A )k between CPA
and obstacles from the currently sampled motion goal, where
O = Os ∪ Od . The algorithm maintains the minimum value
of dCP A,min for each trajectory being expanded during the
search. If dCP A,min < 0 and tCP A,min ∈ [0, tj+k −tj ], then
the USV collides with the obstacle at some time tCP A,min
in the future when transitioning between xG,i,j and xG,i,j+k
along τi . In that case, the algorithm backtracks to a motion
goal xG,i,p , where p ∈ [1, j + k] from which tCP A,min ≤
tCP A,col . In this way, the newly backtracked motion goal
can be followed by the USV as the USV will have sufficient
amount of time tCP A,col to execute avoidance maneuvers to
avoid a collision if required.
V. EXPERIMENTAL RESULTS
We have performed a physical experiment to evaluate the
planner in a real-world surveillance task that involved the
WAM-V USV14, a 14-foot long wave adaptive modular
vessel, and a civilian vessel of the same length (see Fig. 4). In
the experiment, the autonomous USV14 was directed to go
through a sequence of predefined approach goals (1, 2, and 3
in Fig. 5) in a harbor-like environment. While performing this
task, the USV14 had to avoid static obstacle regions and yield
to civilian vessels according to COLREGs. The experiment
was performed under the assumption that the USV14 has
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Fig. 4: (a) The autonomous USV14; (b) The humancontrolled vessel.

perfect knowledge of the locations of the civilian vessels
and static obstacle regions, which we marked using buoys.
The planning algorithm was initialized with 7 uniformly
distributed motion goals of state space trajectories in TI with
the initial execution time te,T = 1 s. The minimum planning
time and distance horizons to select a motion goal were
th,T = 7.5 s and dh,T = 5 m. The cost function parameters
were ω = 0.1, c¬COLREGs = 1000, ccol,sof t,T = 100, and
ccol,hard,T = 1000. The resolution of XG of the precomputed
meta-model m (see Section IV-A) along x and y was 10
m and 0.5 m/s for the surge speed of the initial and goal
USV’s states. The terminal goal states were defined on an
arc with a radius dh = 100 m and the central angle of
dα = 270 degrees (see Fig. 2). The time difference between
consecutive sampled trajectory states was δt = 1 s and
δψ = 5 degrees. In the current implementation, the complete
sense-plan-control cycle took 1.5 seconds on average. The
planner was implemented in Matlab and converted to C++
compiled code. The laptop used for planning was a Lenovo
ThinkPad i5 with 2.5 Ghz and 8GB RAM.
The propulsion system used for the USV14 consists of two
electric waterjets producing maximum combined total thrust
of 205 N. The maximum speed of the USV14 throughout
the test was kept at 2 m/s. The civilian vessel (see Fig.
4b) was used to create “head-on” and “crossing from right”
COLREGs situations during the course of the experiment.
The vessel is actuated by an outboard 3.7 kW motor which
gives the maximum speed of 3.5 m/s.
We used MTi-G and MTI-G-700 IMU/GPS sensing units
for state estimation of the USV14 and the civilian vessel,
respectively. These sensing units contain wide area augmentation system (WAAS) that enables global positioning (GPS).
The position data is internally filtered to give accurate values
of a boat’s position and speed. The estimated states of both
the boats are shared over RF communication channels using
the LCM software architecture [23]. The planning system
receives the combined package of the estimated states of both
the boats over one LCM channel, computes a new motion
goal based on the state estimates, and sends it to the USV14
over a different LCM channel.

(b)

(c)
Fig. 5: An experiment carried out in a harbor environment
with static obstacles and civilian vessels (GPS coordinates
are projected on top of the map data c 2014 Google).

Fig. 5a) depicts the USV14 has already visited first approach goal and is currently approaching the second approach goal while avoiding static obstacle regions on its
way. In order to ensure collision-free, dynamically feasible
global guidance, we used a 4D lattice-based, global trajectory
planner that considers position, orientation, and speed of the
vehicle during the search for the trajectory [3]. The current
approach goal is changed to the next approach goal when
the USV14 enters its acceptance region with 10 m radius.
The USV14 encountered a “head-on” situation (see Fig.
5b)) with a civilian vessel after it reached its second approach
goal. In the absence of the civilian vessel, the USV14

would directly proceed to the third approach goal in the
south west corner. Instead, it complied to COLREGs and
yielded to the encountered civilian vessel by slightly turning
right, while making sure it does not collide with the static
obstacle region. The avoidance maneuver was performed by
the local trajectory planner as described in Section IV. The
switching between the 4D global trajectory planner and the
local planner was decided based on the parameters of the
maximum time tCP A,max = 50 s and the minimum distance
dCP A,min = 60 m to CPA.
Finally, after the “head-on” avoidance maneuver, the
USV14 resumed its task and proceeded towards the third
approach goal. On its way, the USV14 encountered another
civilian vessel in the “crossing-from-right” situation. Fig. 5c)
depicts the USV14’s avoidance maneuver with respect to the
civilian vessel. The USV14 had to reduce its speed rapidly
once it encountered the vessel and turn sharply to the right
to comply with COLREGs.
The use of the USV14’s dynamics and its low level control
in real-time trajectory planning contributed to the success
of the designed experiment as the vehicle could quickly
and accurately predict the effect of its own maneuvers for
COLREGs-compliant obstacle avoidance.
VI. CONCLUSIONS AND FUTURE WORK
We have presented a local trajectory planning algorithm
that generalizes the Velocity Obstacle concept to systems
with non-linear dynamics and any low-level controller. The
algorithm searches in the adaptive space of motion goals for
a motion goal that optimizes the time of arrival to a given
target state. The planner utilizes a meta-model of the USV
dynamics and controller in order to make planning possible.
The performed physical experiment demonstrated the feasibility of utilizing the planner for persistent USV’s operations
in a complex, harbor-like environment with civilian vessels.
In the future, we will further improve the performance
of the algorithm by also sampling along the surge speed
and heading state space dimensions. We will also extend the
algorithm to better predict the future trajectories of obstacle
vessels to improve the sampling. Finally, we will evaluate
the planner in more complex physical experiments.
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